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ABSTRACT

Symbolic melody models are compared by how well they predict held-out melodies,
but folk tunes, hymn tunes and popular songs circulate in many versions, often in
different keys. We build a transposition- and tempo-invariant near-duplicate detec-
tor (interval and rhythm-ratio shingles, MinHash candidates, exact verification; recall
0.99 against exhaustive search) and audit eight melody corpora and their standard
splits. In the JSB Chorales benchmark, 36% of the official test chorales carry a soprano
that shares at least half its phrases with a training chorale, and 13% are transposed
copies; a polyphonic fingerprint finds none, because Bach harmonized the same hymn
tunes more than once. A random split of PDMX would give half of all test melodies a
twin in training, and 6.2% of PDMX’s own deduplicated subset still has a transposed
copy inside it. Retraining every model with and without the 25 training chorales that
twin a test chorale prices the leak: 0.55 nats per note for a 4-gram model and 0.01 to
0.06 for transformers, rising with size. On the official test set the 4-gram beats every
transformer we train (2.28 against 2.37 nats per note); on the clean test chorales the
larger transformers win (2.51 against 2.83). On PDMX, models up to 7.4M parameters
reproduce neither inserted canaries nor training melodies, and transposition augmen-
tation is what suppresses memorization. A leak can thus inflate a benchmark with no
detectable memorization. We release the detector, twin lists, leakage-free splits and
a listening page.
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1 INTRODUCTION

Likelihood on held-out pieces is the standard yardstick for
symbolic music models. Since Boulanger-Lewandowski
et al. (2012) released piano-roll splits of the JSB Chorales,
Nottingham, MuseData and Piano-midi.de collections,
papers on recurrent, convolutional and attention models
have reported their negative log-likelihood on the same
test sets (Bai et al., 2018; Huang et al., 2017, 2019), and
melody corpora such as Essen (Schaffrath, 1995), Hook-
theory (Donahue et al., 2022), POP909 (Wang et al., 2020)
and PDMX (Long et al., 2025) feed the newer generation
of melody and lead-sheet models. A held-out likelihood
measures generalization only if the held-out pieces are
new to the model.

Melodies make that condition easy to break. A hymn
tune is harmonized many times; a folk tune is collected
in many villages; a popular song is transcribed by many
users. The versions differ in key, in tempo notation, and in
a few ornaments, so file hashes and metadata matching
miss them. In text and images, near-duplicates between
training and test data inflate reported scores (Allamanis,
2019; Barz and Denzler, 2020; Lee et al., 2022; Magar and
Schwartz, 2022), and the music community has found
duplicates inside the Lakh MIDI dataset (Choi et al., 2025).
We found no audit of the standard melody splits with
a detector that ignores transposition, and no measure-
ment of what such leaks do to the numbers that papers
report.

This article does both. Our contributions are:

1 Atransposition- and tempo-invariant twin detector
for melodies, with exact verification of every
candidate and measured recall (Section 3).

2 An audit of eight corpora and their standard or
customary splits (Section 4). The JSB Chorales test set
is 36% leaked at the melody level and 0% at the
polyphonic level. PDMX is half near-duplicates.

3 A causal estimate of what the leak is worth, from
retraining with and without the twins (Section 5).
Copy-prone models gain an order of magnitude more
than transformers, enough to reverse a model
ranking, and among transformers the gain grows
with size.

4 A controlled memorization study on PDMX with
inserted canaries, natural duplicate families and a
strict free-sample copy search (Section 6). Models at
this scale do not reproduce training melodies;
transposition augmentation is what keeps them from
it.

5 Released resources: the detector, twin lists for every
corpus we may redistribute, leakage-free splits, and
an interactive page where the twins can be heard
(Section 7).
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2 RELATED WORK

Contamination in machine learning benchmarks.

Lee et al. (2022) found that over 4% of validation exam-
ples in standard language-model corpora have a near-
duplicate in training, and that perplexity on those exam-
plesis about half that on the rest. Barz and Denzler (2020)
found near-duplicates of CIFAR test images in the train-
ing set and showed that removing them changes model
rankings slightly. Recht et al. (2019) rebuilt the ImageNet
test set and saw accuracy drop across all models. In
code, duplicated files inflate metrics for models of source
code (Allamanis, 2019). For large language models, con-
tamination is now measured per benchmark (Magar and
Schwartz, 2022; Sainz et al.,, 2023). Our study transfers
these questions to melody, where the natural notion of a
duplicate is invariant to key and tempo and a byte-level
or token-level match is too strict.

Duplicates in music corpora.

Choi et al. (2025) estimate that at least 21% of the Lakh
MIDI dataset is near-duplicated and argue that random
splits skew cross-entropy, leaving the measurement of
that effect to future work. PDMX removes duplicate scores
using metadata and note counts (Long et al,, 2025).
Walder (2016) builds splits that keep transcriptions of
the same piece together for a MIDI archive and keeps
the original JSB split. Leemhuis et al. (2020) note that
a chorale melody can appear in both training and test
data because Bach harmonized hymn tunes repeatedly,
without quantifying it. Fathi (2026) show that random
splits of folk-tune renderings put another rendering of
the same tune in training for most test sequences, then
regroup by token patterns that are not transposition-
invariant. Melodic similarity and plagiarism detection is a
long-standing MIR task (Lu et al,, 2025; Yin et al,, 2021,
2022); we borrow its invariances and use them for data
auditing.

Memorization.

Language models emit verbatim training text, and
extraction grows with duplication and model size (Carlini
et al,, 2023, 2021); deduplicating training data reduces it
(Kandpal et al., 2022; Lee et al., 2022). Audio generators
replicate training clips (Batlle-Roca et al., 2024; Bralios
et al., 2024). Music transformers lose transposition equiv-
ariance as they scale, which Guo and Dixon (2026) read as
capacity spent on absolute patterns. For symbolic melody
models we found no measurement of verbatim extrac-
tion. Evaluation critiques argue that deep music models
gain less over simple Markov baselines than reported (Yin
et al.,, 2023); our counterfactual shows one mechanism
by which a benchmark can favour the copy-prone base-
line.
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3 FINDING TRANSPOSED TWINS

3.1 REPRESENTATION
A melody is a sequence of notes with MIDI pitch p,, onset
t. and duration d, in quarter-note beats; rests are dropped
and folded into the following inter-onset interval. Each
note after the second is mapped to a symbol

S = <C“p(pf_Pf-17iZ4), Q(f#)) 1

i-17ti-2

the pitch interval to the previous note and a quan-
tized ratio of successive inter-onset intervals. The
ratio quantizer g has nine bins with edges at
0.26,0.41,0.59,0.84,1.19,1.68,2.38 and 3.36, roughly
geometric around 1. The symbols are unchanged by
transposition and by uniform tempo scaling, so a tune
written in quarter notes and the same tune in eighth
notes map to the same string. For the piano-roll bench-
marks, where only frames are available, the top voice is
read as frame-to-frame pitch differences with markers
for silence.

3.2 CANDIDATE SEARCH AND VERIFICATION

Each melody becomes the set of hashed k-grams of its
symbol string with k = 8. MinHash (Broder, 1997) with
128 permutations, banded into 32 bands of four rows
(Indyk and Motwani, 1998), proposes candidate pairs.
Every candidate whose shingle Jaccard similarity is at
least 0.15 is then verified exactly, with two scores: the
Jaccard similarity J of the shingle sets, which tolerates
local edits and ornaments, and the longest common con-
tiguous run of symbols. We call two melodies twins if
J > 0.5 orthey share arun of at least 12 consecutive sym-
bols, and a transposed copy if J > 0.9. Families are con-
nected components of the twin graph. On the JSB sopra-
nos and on Nottingham, where every pair can be com-
pared exhaustively, the candidate stage recovers 98.6%
and 100% of the pairs with J > 0.5 and all pairs with
J > 0.9. For the JSB benchmark tables we skip the candi-
date stage and compare every test piece with every train-
ing piece.

The thresholds are deliberately conservative. A pair
at J = 0.5 shares half of its eight-note phrases in
order-free terms, which in the folk and chorale data we
inspected almost always means the same tune with vari-
ants. Melodies shorter than 16 symbols are excluded
because short strings collide by chance.

4 AN AUDIT OF EIGHT CORPORA

4.1 CORPORA

We audit the four piano-roll benchmarks of Boulanger-
Lewandowski et al. (2012) in the distribution used by
Bai et al. (2018), reading the top voice of each piece
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(the chorales were first assembled for machine learn-
ing by Allan and Williams 2005), and four melody cor-
pora: the Essen folksong collection (Schaffrath, 1995)
(8,382 melodies), the Nottingham database inits cleaned
release (Jukedeck, 2017) (1,033 tunes), the melody tracks
of POP909 (Wang et al.,, 2020) (909 songs), the Hook-
theory release of Donahue et al. (2022) (21,881 melody
segments), and PDMX (Long et al., 2025), from which we
take the 220,902 public-domain or CCO scores without
licence conflicts and read a melody as the highest sound-
ing note at each onset. All counts are after dropping
melodies shorter than 16 symbols. The Session and Irish-
MAN are left out because The Session’s content licence
forbids processing its tunes with language-model tools
(Keith, 2026).

For corpora with an official split we report the frac-
tion of test melodies with a twin in the training split.
For corpora usually split at random, we draw 200 ran-
dom 80/10/10 splits and report the mean fraction of test
melodies with a twin in training, together with the 5th
and 95th percentiles.

4.2 RESULTS
Table 1 and Figure 1 give the results. The leaks follow the
way each corpus was assembled.

JSB Chorales.

Of the 77 official test chorales, 28 (36.4%) have a soprano
twin in the 229 training chorales and 10 (13.0%) have
a transposed copy. Counting a longest common run of
half the shorter soprano, 33 (42.9%) are leaked; the val-
idation split is similar (26.3% twins, 10.5% copies). The
same comparison on all four voices finds no test chorale
with a polyphonic twin. The reason is musical: Bach set
the same chorale melodies several times, with different
harmonizations, and the random split separated the set-
tings. Figure 2 shows one pair; the two pieces have the
same soprano and agree in all four voices on 63% of
their frames. Because the benchmark transposes every
chorale to a common key, most twins appear in the same
key, so even a pitch-level model sees them as identical
lines. The official split leaks as much as a random split
would (38.5% on average), which is what a split made
without regard to hymn tunes should produce. Match-
ing the sopranos against the music21 Bach corpus iden-
tifies the hymn tune for many pieces; we use that only to
describe the pairs, since the benchmark carries no identi-
fiers.

PDMX.

More than half of the PDMX melodies have a near-
duplicate and 39.2% have a transposed copy, typi-
cally the same piece uploaded by several users, a part
extracted from an arrangement, or an exercise copied
between method books. A random split would give half of
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Corpus Split Melodies  With twin  With copy Families Largest Test with twin in train
JSB Chorales (soprano) official 381 42.3% 17.6% 47 10 36.4% (copy 13.0%)
random 38.5% [26.7, 51.4]
PDMX random 220,902 53.8% 39.2% 34,945 89  49.7% [49.1, 50.2]
PDMX dedup subset 75,915 15.2% 6.2%
Essen random 8,382 16.1% 8.4% 632 6 13.2%[11.5,14.9]
Nottingham official 1,033 5.3% 1.5% 27 3 24%
random 4.4% (1.9, 8.2]
MuseData (top voice) official 124 test 2.4%
Piano-midi.de (top voice)  official 25 test 0%
Hooktheory official (by artist) 21,881 3.5% 1.7% 347 18  0.7% (copy 0.35%)
random 2.8% [2.4,3.4]
POP909 random 909 0.4% 0.2% 2 2 0.3%([0.0,1.2]

Table 1 Transposed twins in eight melody corpora. With twin and with copy: share of all melodies that have at least one twin (J > 0.5
or a 12-symbol common run) or transposed copy (J > 0.9) anywhere in the corpus. Test with twin in train: share of test melodies with
a twin in the training split; for random splits, the mean over 200 random 80/10/10 splits with the 5th and 95th percentiles in brackets.
The PDMX dedup subset row counts twins inside the subset that PDMX itself marks as deduplicated. Nottingham’s official row is the split

of Boulanger-Lewandowski et al. (2012).

JSB Chorales
(official test)

Essen folksongs
(random 80/10/10)

Nottingham
(random 80/10/10)

PDMX
(random 80/10/10)

Hooktheory
(official test)

POP909
(random 80/10/10)

0.3%

49.7%

Il test melodies with a near-duplicate in training
I transposed copy

20

30 40 50
Percent

Figure 1 Share of test melodies with a near-duplicate (blue) or transposed copy (orange) in the training split, for the official split where

one exists and a random 80/10/10 split otherwise.

Test chorale 43

C6 -J— —
-— -— -—
G5  —" -
J -— — —
E5 - -
C5 4 U __
T T T T T —
Training chorale 133, a different harmonization of the same hymn tune
C6 jmm— —
- -
- - —
G5 4 e e
- .| .|
E5 -
- -
C5 4 —_— I
T T T T T T
0 5 10 15 20 25 30

Beats (one frame per quarter note, as in the benchmark)

Figure 2 A transposed twin in the JSB Chorales benchmark:
soprano of test chorale 43 and of training chorale 133, first 32
beats. The sopranos are identical; the harmonizations differ on
37% of frames.

all test melodies a twin in training. PDMX ships a dedupli-
cated subset built fromm metadata embeddings and note
counts (Long et al., 2025). Inside that subset 15.2% of
melodies still have a twin and 6.2% a transposed copy,
mostly scores whose titles differ (translations, catalogue
numbers, arrangement credits).
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Folk and popular corpora.

Essen contains the expected tune families: 16.1% of its
songs have a twin and a random split leaks 13.2% of test
songs. Nottingham'’s official split leaks 2.4% and a ran-
dom split 4.4%. Hooktheory shows that a split designed
against leakage works: its artist-stratified test split leaks
0.7% of melodies, a quarter of the 2.8% that a random
split would leak, and the remaining twins are covers and
misspelled artist names. POP909 has two pairs.

5 WHAT A LEAK IS WORTH

A leaked test piece will usually score better than a clean
one, but leaked pieces may also be easier for other rea-
sons. Comparing leaked and clean test pieces within one
model therefore does not measure the effect of the leak.
We use retraining instead.

5.1 DESIGN
For each model we train two arms on JSB Chorales. Arm
A uses the official training split. Arm B uses the same
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split minus the 25 training chorales that twin one of the
28 leaked test chorales (229 chorales become 204). The
validation split, the hyperparameters and the random
seeds are the same in both arms, so the only difference
is the presence of the twins. For each test piece i we
record the change in negative log-likelihood A; = NLL” —
NLL?. Removing 25 chorales also removes ordinary train-
ing data, which hurts every test piece a little; the clean
test pieces measure that. The leak benefit is the differ-
ence in differences (Angrist and Pischke, 2009)

1 1
EZA,.—EZA,, 2

ieL iec

T =

with £ the 28 leaked and C the 49 clean test chorales. We
report the mean over three seeds and a 95% interval from
a bootstrap over test pieces of the seed-averaged A..

5.2 MODELS

Soprano models. The soprano line of each chorale
becomes a token sequence of alternating pitch and dura-
tion tokens (61 pitches from C2 to C7, a rest, and 17
durations from a twelfth of a beat to eight beats). We
train a 4-gram model over note tokens with interpolated
absolute-discount backoff in the style of Kneser and Ney
(1995), and decoder-only transformers (Vaswani et al.,
2017) with rotary position embeddings (Su et al., 2024)
at three sizes: 0.46M parameters (width 96, four layers),
1.8M (width 192, four layers) and 7.4M (width 320, six lay-
ers). Transformers see 1.5M tokens with AdamW, a cosine
schedule, dropout 0.1 and a random transposition of -5
to +6 semitones per epoch, the usual augmentation for
melody models. NLL is reported in nats per note, the sum
over the pitch and duration tokens.

Polyphonic models. To connect with the published
benchmark numbers we also train frame-level transform-
ers on the full piano rolls, predicting the 88 binary keys
of each frame from the previous frames, at 0.11M and
1.26M parameters with early stopping on the validation
split. NLL is reported in nats per frame, the unit used in the
JSB literature (Bai et al., 2018; Boulanger-Lewandowski
et al., 2012).

5.3 RESULTS
Table 2 and Figure 3 give the results.

The leak rewards copying.

The 4-gram gains 0.555 nats per note from the twins, and
0.788 on the ten test chorales whose twin is a transposed
copy. The transformers gain 0.011 to 0.060 nats per note,
with no difference between copies and partial twins. A
count model memorizes every phrase it has seen and
can only generalize by backing off, so a test piece whose
phrases are all in the training data is the best case for it.
The transposition augmentation used for the transform-
ers works against exact recall of the leaked pitch strings.
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Model Leak benefit 7 95% CI  Seeds
Soprano, nats per note

4-gram 0.555 [0.333,0.784] 1
Transformer 0.46M 0.011 [0.001, 0.020] 3
Transformer 1.8M 0.026 [0.012,0.042] 3
Transformer 7.4M 0.060 [0.039, 0.080] 3
Four voices, nats per frame

Transformer 0.11M 0.055 sd 0.005
Transformer 1.26M 0.249 sd 0.059 3

Table 2 What the JSB leak is worth: the difference in differences
of Equation 2 after retraining without the 25 training twins. The
4-gram is deterministic, so its interval reflects only the choice
of test pieces. For the four-voice models we report the standard
deviation over seeds.

The leak reverses a ranking.

On the official test set the 4-gram scores 2.278 nats
per note, better than every transformer (the best scores
2.371). On the 49 clean test chorales the 4-gram scores
2.832, the two larger transformers beat it by 0.25 and
0.33 nats per note, and the smallest ties it (2.850). A
reader of the official numbers would rank the count
model first. Retraining confirms that the leak causes the
reversal: with the twins removed from training, the 4-
gram falls from 2.278 to 2.517 on the official test set and
drops behind the two larger transformers, whose scores
move by 0.02 nats or less.

The benefit grows with capacity.

Among transformers the leak benefit rises from 0.011 to
0.026 to 0.060 nats per note as parameters grow sixteen-
fold, and the intervals for the smallest and largest model
do not overlap. The four-voice models show the same
pattern: the leak is worth 0.055 nats per frame at 0.11M
parameters and 0.249 at 1.26M, a 4.5-fold increase for
an elevenfold increase in size (Table 2). Larger models
are the ones papers report as improvements, so a leaked
benchmark inflates exactly the comparisons it is used for.
Published four-voice results on JSB differ from each other
by amounts of the same order: Bai et al. (2018) report
8.10 nats per frame for a temporal convolutional network
against 8.45 for an LSTM.

6 MEMORIZATION AT MELODY-MODEL
SCALE

The counterfactual measures how much a model gains
from having seen a twin. A related question is whether
melody models reproduce their training melodies verba-
tim, as language models reproduce text (Carlini et al.,
2021). We study this on PDMX, which is public domain or
CCO and so can be released together with any extracted
melodies.
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0.555

107!

1072

Leak benefit (nats/note, log)

4-gram TF 0.46M TF 1.8M

TF 7.4M

3.2

Bl standard test set (leaky)
Il clean test chorales only
Bm trained without the twins

3.0

2.8

2.6

2.4 A

Test NLL (nats/note)

2.2

2.0 -
4-gram TF 0.46M TF 1.8M TF 7.4M

Figure 3 Left: leak benefit by model (log scale; error bars are one standard deviation over seeds). Right: NLL on the official test set, on
its clean chorales only, and on the official test set after retraining without the twins. On the official test set the 4-gram looks best; on

clean pieces the two larger transformers beat it.

6.1 DESIGN

We split PDMX by twin family rather than by melody:
3% of the families are held out whole for testing, so
no test melody has a twin in training, and 15% of the
remaining families form the training pool. The raw cor-
pus keeps every melody in the training families (29,208
melodies, natural duplication intact); the dedup corpus
keeps one melody per family (18,089). Both corpora
receive the same 360 canaries: synthetic melodies of 48
notes, built as scale-constrained random walks over com-
mon rhythm cells, inserted 1, 2, 4, 8, 16 or 32 times (60
canaries per level). Another 60 canaries are generated the
same way and never inserted. Each model is trained on
30M tokens, which is 3.0 passes over the raw corpus and
4.8 over the dedup corpus, so a canary inserted 32 times
is seen about 100 to 150 times. Training uses the same
transposition augmentation as above unless stated. To
look for the onset of memorization we also train the 1.8M
model on a pool one fifth the size (5,887 melodies, 13
passes), with and without augmentation.

We measure three things. Canary extraction: prompted
with a canary’s first 12 notes, does greedy decoding
reproduce the next 20 notes exactly? Canary exposure:
the NLL of inserted canaries against never-inserted ones.
Natural extraction and copying: the same extraction test
on real training melodies grouped by family size, and, for
300 unconditional samples at temperatures 0.8 and 1.0,
the longest passage that matches one training melody
contiguously up to transposition and tempo. Because
repeated notes, trills and scale runs occur in thousands of
scores, we also report the longest non-trivial shared pas-
sage, one with at least four distinct intervals, at most half
repeated notes, and no cell of up to eight notes looped
through it.

6.2 RESULTS
Table 3 and Figure 4 give the results.
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No verbatim recall.

No model reproduces any canary from its 12-note
prompt, and no model reproduces a real training melody,
including members of families with ten or more copies
in the raw corpus (one of 150 single-copy melodies is
extracted in each small-pool run). With transposition
augmentation, canary exposure stays within 0.1 nats per
note of zero at every insertion level and every model size,
rising only slightly for canaries inserted 32 times (+0.03
at 1.8M parameters, +0.07 to +0.09 at 7.4M). This holds
even on the small pool, where a canary inserted 32 times
is seen about 400 times.

Augmentation is what suppresses memorization.
Removing the augmentation changes the picture. On the
standard pool, exposure of the canaries inserted 32 times
rises from +0.03 to +0.20 nats per note at 1.8M parame-
ters, and from +0.07 to +0.59 at 7.4M . On the small pool
it rises steadily with repetition, to +0.35 at eight insertions
and +0.97 at 32. These models prefer the canaries they
have seen, by an amount that grows with duplication and
with model size, as language models do (Carlini et al.,
2023; Kandpal et al.,, 2022); they still cannot reproduce
20 notes of one exactly. Random transposition shows the
model each canary in a different key every pass, which
turns an absolute pitch string into an interval pattern that
has to be learned rather than stored. On PDMX the aug-
mentation also costs likelihood (1.66 against 1.78 nats
per note at 1.8M, 1.44 against 1.51 at 7.4M), because key
is informative in this corpus, so the choice between the
two trades test likelihood against memorization.

Copying in free samples is figuration.

Free samples often share long runs with some training
melody: 22% of samples from the 1.8M raw model and
29% from the 7.4M raw model contain a run of at least
20 notes, against 8% for the 1.8M model trained on the
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Run Test NLL  Exposure x1  Exposure x32  Extract x32  Natural extract Anyrun >20 Longest non-trivial
0.46M dedup 2.657 -0.065 +0.031 0% 0.0% 1% 14
0.46M raw 2.636 -0.083 +0.025 0% 0.0% 1% 15
1.8M dedup 1.877 -0.064 +0.023 0% 0.0% 8% 18
1.8M raw 1.777 -0.076 +0.031 0% 0.0% 22% 17
7.4M dedup 1.521 -0.031 +0.093 0% 0.0% 24% 19
7.4M raw 1.507 -0.031 +0.071 0% 0.0% 29% 20
1.8M raw, small pool (5.9k) 2.029 +0.045 +0.060 0% 0.7% 4% 16
1.8M raw, no aug. 1.658 -0.060 +0.198 0% 0.0% 10% 17
7.4M raw, no aug. 1.442 +0.002 +0.594 0% 0.0% 12% 17
1.8M raw, no aug., small pool (5.9k) 1.777 +0.096 +0.969 0% 0.7% 9% 15

Table 3 Memorization on PDMX. Exposure: NLL of 60 never-inserted canaries minus NLL of 60 canaries inserted once or 32 times, in
nats per note (positive means the model prefers the inserted canaries). Extract: share of canaries inserted 32 times whose next 20 notes
greedy decoding reproduces exactly from a 12-note prompt. Natural extract: the highest extraction rate over real training melodies
grouped by family size. Any run: share of 300 unconditional samples at temperature 0.8 that share a contiguous passage of at least 20
notes with one training melody, up to transposition. Longest non-trivial: the longest such passage, in notes, among melodic passages
(at least four distinct intervals, at most half repeated notes, not a looped cell of up to eight notes). Test NLL is on held-out families and

is comparable only between runs with the same training pool.

1.0 1 0.46M y
—o— 1.8M //
~ 0.8 == 74M /
8 e~ 1.8M, small pool (5.9k) 4
8 == 1.8M, no aug. /
E 0.6 | —e= 7.4M, no aug. /
g =o- 1.8M, no aug., small pool (5.9}f
o 0.4
S
=
3
2 0.2
g 0.2
[Nal]
0.0 +

1 2 4 8 16 32

Times a canary is inserted

0.46M - longest melodic: 15
1.8M longest melodic: 17
7.4M - longest melodic: 20
1.8M longest melodic: 16
small pool
1.8M longest melodic: 17
no aug.
7.4AM longest melodic: 17
no aug.
1.8M
no aug. - longest melodic: 15
small pool
I I
0 20 40

Samples sharing a 20+ note run (%)

Figure 4 Memorization on PDMX, raw-corpus runs. Left: canary exposure against the number of insertions; blue runs use transposition
augmentation, orange runs do not, dashed runs use the small training pool (13 passes). Right: share of 300 samples at temperature

0.8 that share a contiguous run of at least 20 notes with one training melody, and the longest shared passage that is melodic (at least
four distinct intervals, at most half repeated notes, not a looped cell).

deduplicated corpus. Every such run we inspected is a
repeated note, a trill, an arpeggio loop or a scale exercise,
figures that occur in thousands of scores. Among melodic
passages, the longest that any sample shares with any
training melody is 15 to 20 notes in every run, and the
longest of those are themselves loops entered from a
different note. Most 14- and 15-note overlaps are stock
phrases shared by many folk dance tunes and songs.

Reading the two studies together.

At the scale typical of symbolic melody models, trans-
formers trained with the usual augmentation do not
store their training melodies in a retrievable form, yet
they still score leaked test melodies better than clean
ones by an amount that grows with capacity (Section 5).
A leak can therefore inflate a benchmark without any
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detectable memorization, and a check for verbatim
copies is no substitute for a check of the split.

7 RELEASED RESOURCES AND
RECOMMENDATIONS

We release, under the MIT licence for code and CCO for
derived data where the source permits:

 the twin detector and the audit pipeline, with tests;

* twin lists for JSB Chorales, Nottingham, Hooktheory,
POP909 and PDMX, each pair with its Jaccard score,
longest common run and transposition;

* aleakage-free JSB evaluation set (the 49 clean test
chorales) and a family-level re-split of all 382 chorales,
and family-level splits of PDMX and Nottingham;
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e the trained memorization models and their canaries;
* aninteractive page where JSB and PDMX twins can be
played side by side.!

Essen twin lists are given as identifier pairs only, because
the collection’s terms do not allow redistribution of the
melodies.

For authors evaluating melody models we suggest
three practices. First, split by tune family, using a
transposition-invariant detector to build the families, or
report results on a clean subset of the test set alongside
the standard number. Second, when a corpus is assem-
bled from many uploaders, as PDMX is, deduplicate at the
melody level and keep the family structure for splitting.
Third, include a copy-prone baseline such as an n-gram
or PPM model (Pearce, 2005); if it does unexpectedly well
on a test set, look for leaks.

8 LIMITATIONS

The detector measures melodic identity. Two melodies
can share half their phrases and still be distinct compo-
sitions, as with tunes built from stock formulas; a twin
can also be a deliberate variant that a musicologist would
want in both sets. Our thresholds favour precision, so the
reported leak rates are lower bounds for near-duplicates
in a broader sense. The counterfactual uses one bench-
mark with 28 leaked pieces; the intervals are correspond-
ingly wide, and the transformers we train are small by
current standards. The memorization study covers mod-
els up to 7.4M parameters and at most 13 passes over
the data; larger models trained for longer may well mem-
orize. Our extraction test is strict (20 exact notes from a
12-note prompt), and the copy search only finds contigu-
ous passages. We do not analyse The Session or Irish-
MAN, two of the corpora most likely to contain tune fam-
ilies, because of their licence terms.

9 CONCLUSION

Melodies travel in versions, and the standard splits of
melody corpora were drawn without that in mind. In JSB
Chorales more than a third of the test set repeats a train-
ing soprano. In PDMX half of a random test set would.
Retraining without the twins shows that the leak is worth
an order of magnitude more to a copy-prone model than
to a transformer, enough to reverse a ranking, and that
among transformers the benefit grows with size, even
though the transformers show no verbatim memoriza-
tion. A transposition-invariant audit costs minutes on a
laptop. We hope the released tools make it a routine step
before a melody benchmark number is reported.

10 REPRODUCIBILITY

All code, configuration files and result files are available in
the project repository.? Every number in this article is pro-
duced by a numbered experiment script from the down-
loaded corpora, and every experiment runs on a laptop
CPU.

11 ETHICS AND CONSENT

All corpora are used under their published terms. PDMX
scores are public domain or CCO. Essen melodies are
counted but never redistributed. The Session and Irish-
MAN are excluded because The Session’s licence forbids
processing with language-model tools. No human partic-
ipants were involved.

NOTES

1. https://takakhoo.com/melodies
2. https://github.com/takakhoo/
transformer-melody- generation
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